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By analyzing the problems of 
Linux, create a software systems 
research agenda for secure, 
efficient IoT devices.
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Our mission 
better computers
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World first massive MIMO system prototype

BIG



Small
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Mobile & embedded software systems & hardware



Linux is taking over 
the world
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Linux IoT devices in our home
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Why IoT devices embrace Linux

• Moore’s Law made silicon cheaper 

• 8-bit => 16-bit => 32-bit => 32-bit with MMU 

• Linux is free and ready available 

• well seasoned network stack
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The security crisis
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Security Spotlight: Internet of Things and the Rise of 300 Gbps DDoS Attacks
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Four botnets generated 10 DDoS attacks exceeding 300 Gbps between July 2014 and December 
2016. Seven of these occurred in 2016 

4.0/ IoT Used for Reflection DDoS / Infection-based botnets are not the only way 
in which attackers use IoT devices to generate DDoS attacks. Reflection and amplification 
DDoS techniques abuse common Internet protocols, such as Simple Services Discovery 
Protocol (SSDP), used for device connectivity.

The number of SSDP reflectors sending DDoS floods exploded in Q4, expanding by 321%. 
In 2014, we first observed the SSDP reflection DDoS vector. At that time, there were 4 
million potentially vulnerable Internet-facing devices. In Q4 alone, 508,000 unique SSDP 
reflectors were involved in DDoS attacks. Home routers are a common source of DDoS 
traffic employing SSDP reflection.

5.0 / As Proxies for Web Application Attacks  / IoT devices are also used by 
malicious actors to hide the source of web application attacks. In October 2016, IoT devices 
were being used in account checking attacks. Malicious users access the web administration 
panel of a device with a factory default password, or via an SSH connection that does not 
require a password. Once breached, the device is available for attacks both on external 
websites and on the private network hosting the device. Video surveillance equipment and 
networking devices are among the vulnerable.

6. 0 / Spike Returns with Massive DDoS Attacks / IoT devices are also being co-
opted by old malware. In 2014, Akamai issued a threat advisory about the Spike DDoS 
botnet. A key feature of Spike was its adaptability to infect a wide range of systems, from 
Linux servers to ARM-based embedded devices. At the time, the peak DDoS attack size 
from the Spike botnet measured 215 Gbps and 150 million packets per second (Mpps). 
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1.0 / Overview / The Internet of Things (IoT) provides massive resources for Distributed 
Denial of Service (DDoS) and web application attacks. Attackers harness IoT devices 
for malware-based DDoS botnets, reflection DDoS attacks, and as proxies for malicious 
activity. Working together, IoT devices overwhelm their targets, making DDoS attacks of 
300 Gbps more common.

623 Gbps, 555 Gbps, 517 Gbps — some of the largest DDoS attacks ever Akamai has ever 
mitigated occurred in the second half of 2016. Mega DDoS attacks, i.e. attacks greater than 
100 Gbps, were up by 140% in Q4 2016 when compared to Q4 2015. Q4 2016 saw 12 of these 
mega attacks, five of which exceeded 200 Gbps, with three reaching 300 Gbps.

2.0 / DDoS Fueled by the Internet of Things / The primary purpose of IoT malware 
is DDoS attacks. All of the 300 Gbps attacks in 2016 were fueled in full or in part by the 
Internet of Things. More than half of the mega attacks in Q4 came from Mirai botnets. 

And yet, although Mirai caused a huge amount of DDoS traffic in Q4, claiming headlines 
in September and October, the largest DDoS attacks of Q4 were not from Mirai. The largest 
DDoS attacks, including an attack at 517 Gbps, arose from another botnet malware that 
employs IoT bots — the Spike DDoS toolkit. 

The rapid proliferation of insecure IoT devices has provided an expanding pool of DDoS 
attack resources. It’s a continual process whereby existing vulnerable devices are identified, 
new devices are deployed, and new vulnerabilities are discovered. Many types of malware 
then take advantage of these vulnerabilities.

3.0 / 300 Gbps DDoS Attacks from Malware Botnets / DDoS attacks consistently 
greater than 300 Gbps are relatively new, but that doesn’t mean we haven’t seen them before. 
Five types of botnet malware were responsible for the ten 300+ Gbps DDoS attacks ever 
mitigated by Akamai. All of them can use IoT devices. 

The first two 300 Gbps DDoS attacks occurred in mid-2014 and were generated by  
XOR. BillGates generated the next 300 Gbps DDoS attack more than a full year later in 
December 2015. Those attacks were followed in 2016 by seven 300 Gbps attacks: two in the 
first half of the year from Kaiten, two attacks in September from Mirai, and three attacks in 
Q4 from Spike.   

Each type of malware spawns any number of separately controlled botnets that may launch 
DDoS attacks at the same target all at once — for the largest attacks — or independently.

Source: akamai
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Two years later, Spike malware generated the largest DDoS attack (517 Gbps) of Q4, an 
attack more than twice the size of the Spike attack in 2014. Q4’s near-record DDoS attack 
from Spike demonstrated that an attacker can modify an old, customizable DDoS toolkit, 
build a botnet, and generate one of the largest DDoS attacks to date. 

XOR and BillGates botnets are built from the same family of malware as Spike. They too 
have generated DDoS attacks measuring greater than 300 Gbps. An attacker gains full 
control of any system infected with this family of malware.

7. 0 / Kaiten and Mirai Remain Serious Threats / Part of a newer family of malware 
for DDoS botnets and built to target IoT devices specifically, Kaiten and Mirai target DVRs, 
IP cameras, networking devices, and other devices. The devices targeted use processors as 
diverse as MIPS, ARM, PowerPC, x86 and x86_64. The infection begins with either an 
exploitation of a vulnerability or brute forcing of default login credentials. The tools provide 
a powerful array of options and customizable parameters. Backdoor functionality allows 
the attacker to execute arbitrary commands on an infected system. 

In Q3, Akamai mitigated a Mirai DDoS attack that was measured at a whopping 623 
Gbps. While initial DDoS attacks in September from Mirai botnets were the largest ever 
observed on Akamai’s Prolexic routed network, later attacks lessened in intensity. In Q4, 
the bandwidth peak of DDoS attacks from Mirai botnets, although still substantial, dipped 
below 100 Gbps and 30 Mpps.

A rapid increase in scans of port 23 and 2323 began on May 13, 2016 as the Mirai botnet attempted 
to log into unsecure IoT devices.
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The crisis is rooted in 
Linux/C
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C is not safe
• No memory (type) 

safety
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• No language support 
for concurrency



Most kernel vulnerabilities 
rooted in C

Chen et al APSys 2011

Vulnerability Mem. corruption Policy violation DoS Info. disclosure Misc.
Missing pointer check 6 0 1 2 0
Missing permission check 0 15 3 0 1
Buffer overflow 13 1 1 2 0
Integer overflow 12 0 5 3 0
Uninitialized data 0 0 1 28 0
Null dereference 0 0 20 0 0
Divide by zero 0 0 4 0 0
Infinite loop 0 0 3 0 0
Data race / deadlock 1 0 7 0 0
Memory mismanagement 0 0 10 0 0
Miscellaneous 0 0 5 2 1
Total 32 16 60 37 2

Figure 1: Vulnerabilities (rows) vs. possible exploits (columns). Some vulnerabilities allow for more than one kind of exploit, but
vulnerabilities that lead to memory corruption are not counted under other exploits.

Vulnerability Total core drivers net fs sound

Missing pointer check 8 4 3 1 0 0
Missing permission check 17 3 1 2 11 0
Buffer overflow 15 3 1 5 4 2
Integer overflow 19 4 4 8 2 1
Uninitialized data 29 7 13 5 2 2
Null dereference 20 9 3 7 1 0
Divide by zero 4 2 0 0 1 1
Infinite loop 3 1 1 1 0 0
Data race / deadlock 8 5 1 1 1 0
Memory mismanagement 10 7 1 1 0 1
Miscellaneous 8 2 0 4 2 0
Total 141 47 28 35 24 7

Figure 2: Vulnerabilities (rows) vs. locations (columns).

information disclosure (CVE-2010-0003), DoS (CVE-2010-2248),
or privilege escalation (CVE-2010-3904 and CVE-2010-3081) if
the process controls what data to write.
Missing permission checks. The kernel performs a privileged oper-
ation without checking whether the calling process has the privilege
to do so. A vulnerability in this category results in a violation of a
kernel security policy. The attacks that can exploit this vulnerability
depend on what the security policy is, ranging from arbitrary code
execution (CVE-2010-4347), privilege escalation (CVE-2010-2071
and CVE-2010-1146), to overwriting an append-only file (CVE-
2010-2066 and CVE-2010-2537).
Buffer overflow. The kernel incorrectly checks the upper or lower
bound when accessing a buffer (CVE-2011-1010), allocates a smaller
buffer than it is supposed to (CVE-2010-2492), uses unsafe string
manipulation functions (CVE-2010-1084), or defines local variables
which are too large for the kernel stack (CVE-2010-3848). The
attacks that can exploit this vulnerability are memory-corruption
(for writes) or information-disclosure (for reads) attacks. An adver-
sary can mount privilege-escalation attacks by overwriting nearby
function pointers and subverting the kernel’s control flow integrity.
Integer overflow. The kernel performs an integer operation incor-
rectly, resulting in an integer overflow, underflow, or sign error.
The adversary can trick the kernel into using the incorrect value
to allocate or access memory, allowing similar attacks as allowed
by “buffer overflow” vulnerabilities. For example, overflow after
multiplication can cause the kernel to allocate a smaller-than-needed
buffer (CVE-2010-3442); underflow after subtraction can cause
memory corruption beyond the end of a buffer (CVE-2010-3873);
and sign errors during comparison can bypass bounds checking and
cause information disclosure (CVE-2010-3437).
Uninitialized data. The kernel copies the contents of a kernel buffer
to user space without zeroing unused fields, thus leaking potentially
sensitive information to user processes, such as variables on the

kernel stack (CVE-2010-3876). This category has 29 vulnerabilities,
the highest of all categories. A direct attack using this vulnerability
results in unintended information disclosure. However, vulnerabili-
ties in this category may enable other attacks, such as attacks that
require knowing the exact address of some kernel data structure,
private kernel keys, or other kernel randomness.
Memory mismanagement. This category includes vulnerabilities
in kernel memory management, such as extraneous memory con-
sumption (CVE-2011-0999), memory leak (CVE-2010-4249), dou-
ble free (CVE-2010-3080), and use-after-free errors (CVE-2010-
4169 and CVE-2010-1188). For the vulnerabilities that we ex-
amined, an adversary can mount DoS attacks by exploiting them,
although in general arbitrary memory corruption may be possible.
Miscellaneous. There are other types of vulnerabilities that usually
result in either process crashes, kernel panics, or hangs, such as null
pointer dereferences, divide by zeros (CVE-2011-1012 and CVE-
2010-4165), infinite loops (CVE-2011-1083 and CVE-2010-1086),
deadlocks (CVE-2010-4161), and data races (CVE-2010-4526 and
CVE-2010-4248).

One observation from the Figure 1 is that buffer and integer over-
flows are the top threats to the kernel’s integrity: 78% of memory
corruption exploits are caused by these two vulnerabilities. This
observation is consistent with the report by Christey and Martin [8].

Figure 2 shows the distribution of the vulnerabilities in the Linux
kernel source code tree, namely, the code statically linked into the
kernel image (“core”), device drivers (drivers), network protocols
(net), file systems (fs), and the sound subsystem (sound). We
observe that a non-trivial portion (1/3) of vulnerabilities are located
in the core kernel, while 2/3 are in loadable kernel modules. Less
than 20% of vulnerabilities that we examined are in device drivers.

3. STATE-OF-THE-ART PREVENTION



Linux depends on human 
developers for correctness
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“Give enough eye balls, all bugs are 
shallow” 

           — Linus’ Law



Linux depends on human 
developers for correctness

Linus Towalds, 2007

Keep incompetent programmers out by 
choosing C



No guarantee

Introduced by Robin Seggelmann in 2011, code reviewed by 
Stephen Henson, into OpenSSL source code, 12/31/2011 

Bug reported 04/01/2014



It’s worse for IoT devices 

• Not many eye balls 

• Not many competent developers 

• Low profit margin 

• Short-time to market
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IoT system kernel is driver-rich 
System-on-a-chip for IoT devices teeming with non-CPU devices

Drivers are the most buggy part of kernel 



There are a lot of IoT devices. 
There are a lot of IoT vendors.



Sturgeon’s Law:  
90% of everything is crap



Sturgeon’s Law:  
90% of IoT vendors are crap
• Device shipped with debug access enabled 

• Hard-coded passwords 

• Unused features left in 

• Difficult to manage 

• Impossible to update

Christopher Biggs, “The Internet of Scary Things - tips to deploy and manage IoT safely”, 2017



Sturgeon’s Law:  
90% of IoT devices are crap

Top ten attack origins on monitored IoT honeypot in 2016, by count of unique attackers (Source: Symantec)
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“When identical devices are manufactured 
and sold in huge quantities, the possibility 
for mass takeover of those devices is real.”

—Jonathan Corbet, Internet of Scary Things, LWN, 2017



All top IoT malware identified by 
Symantec affect Linux systems

• Linux.Darlloz (aka Zollard) 
• Linux.Aidra / Linux.Lightaidra 
• Linux.Xorddos (aka 

XOR.DDos) 
• Linux.Gafgyt (aka GayFgt, 

Bashlite) 
• Linux.Ballpit (aka 

LizardStresser) 
• Linux.Moose

• Linux.Dofloo (aka AES.DDoS, 
Mr. Black) 

• Linux.Pinscan / 
Linux.Pinscan.B (aka PNScan) 

• Linux.Kaiten / Linux.Kaiten.B 
(aka Tsunami) 

• Linux.Routrem (aka 
Remainten, KTN-Remastered, 
KTN-RM) 

• Linux.Wifatch (aka Ifwatch) 
• Linux.LuaBot

Source: Symantec 2016 
https://www.symantec.com/connect/blogs/iot-devices-being-increasingly-used-ddos-attacks



https://www.theregister.co.uk/2017/01/19/iot_will_get_worse_before_it_gets_better_dev_tells_linux_conference/



 34

IoT security is about 
securing the bottom 10%



Linux/C invites hardware-
based isolation

• Privilege levels 

• User, kernel, hypervisor, monitor…. 

• MMU 

• Intel SGX, ARM TrustZone

 35



Microsoft Azure Sphere 
requires more complicated hardware 

6 
 

 
Figure 1. Architecture of the MT7687 Wi-Fi-enabled Microcontroller. 

With MediaTek’s assistance we modified and extended the MT7687. We made three changes to the 
MT7687 to convert it into Sopris (see Figure 2): we added a Pluton security subsystem, we upgraded the 
primary CPU to a CPU including a memory management unit (MMU), and we increased the amount of 
on-die SRAM. The Pluton security subsystem forms the hardware root of trust for Sopris. Unlike the 
much more primitive memory protection unit (MPU) found in most microcontrollers, the MMU on the 
Sopris processor supports multiple levels of isolation and multiple independent address spaces from 
which an OS can create process-isolation compartments. The addition of on-die SRAM allows easy 
experimentation with many OS configurations while maintaining the security of on-die memory. 

  
Figure 2. Architecture of the Experimental Sopris Highly Secure WiFi-enabled Microcontroller. 

We have incorporated MediaTek’s Sopris prototype microcontroller, with our Pluton security subsystem 
and MMU-enabled processor, into a small number of prototype devices.  Figure 3 shows a prototype 
USB-powered developer board based on Sopris. 
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The Seven Properties of Highly Secure Devices 
Galen Hunt, George Letey, and Edmund B. Nightingale 
Microsoft Research NExT Operating Systems Technologies Group



Shall we trust hardware for 
isolation?

Unprivileged process 
accessing privileged data  

Failure of privilege levels

Process accessing 
address out of bound 

Failure of MMU isolation
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Monsters in our home 
aka the toaster apocalypse
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Monsters in our home 
aka the toaster apocalypse
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IoT OS Wishlist

• C => Safe language 

• No reliance on hardware isolation

 40



Linux has an 
efficiency problem

 41



Runtime enforcement of correctness 
is expensive

Design 
time

Implmtn.  
time

Compile 
time

Install 
time

Load  
time

Run  
time

Post 
mortem

Time of enforcement

Inspired by Hunt & Larus (2004)

Linux/C{
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Expensive system calls 

• Mode switch overhead: Stack access, exception handling 
• Locality reduction: cache, TLB pollution

FlexSC: Flexible System Call Scheduling with Exception-Less System Calls

Livio Soares
University of Toronto

Michael Stumm
University of Toronto

Abstract
For the past 30+ years, system calls have been the de facto
interface used by applications to request services from the
operating system kernel. System calls have almost uni-
versally been implemented as a synchronous mechanism,
where a special processor instruction is used to yield user-
space execution to the kernel. In the first part of this
paper, we evaluate the performance impact of traditional
synchronous system calls on system intensive workloads.
We show that synchronous system calls negatively affect
performance in a significant way, primarily because of
pipeline flushing and pollution of key processor structures
(e.g., TLB, data and instruction caches, etc.).

We propose a new mechanism for applications to
request services from the operating system kernel:
exception-less system calls. They improve processor effi-
ciency by enabling flexibility in the scheduling of operat-
ing system work, which in turn can lead to significantly in-
creased temporal and spacial locality of execution in both
user and kernel space, thus reducing pollution effects on
processor structures. Exception-less system calls are par-
ticularly effective on multicore processors. They primar-
ily target highly threaded server applications, such as Web
servers and database servers.

We present FlexSC, an implementation of exception-
less system calls in the Linux kernel, and an accompany-
ing user-mode thread package (FlexSC-Threads), binary
compatible with POSIX threads, that translates legacy
synchronous system calls into exception-less ones trans-
parently to applications. We show how FlexSC improves
performance of Apache by up to 116%, MySQL by up to
40%, and BIND by up to 105% while requiring no modi-
fications to the applications.

1 Introduction

System calls are the de facto interface to the operating sys-
tem kernel. They are used to request services offered by,
and implemented in the operating system kernel. While
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Figure 1: User-mode instructions per cycles (IPC) of Xalan
(from SPEC CPU 2006) in response to a system call exception
event, as measured on an Intel Core i7 processor.

different operating systems offer a variety of different ser-
vices, the basic underlying system call mechanism has
been common on all commercial multiprocessed operat-
ing systems for decades. System call invocation typically
involves writing arguments to appropriate registers and
then issuing a special machine instruction that raises a
synchronous exception, immediately yielding user-mode
execution to a kernel-mode exception handler. Two im-
portant properties of the traditional system call design are
that: (1) a processor exception is used to communicate
with the kernel, and (2) a synchronous execution model is
enforced, as the application expects the completion of the
system call before resuming user-mode execution. Both of
these effects result in performance inefficiencies on mod-
ern processors.

The increasing number of available transistors on a chip
(Moore’s Law) has, over the years, led to increasingly
sophisticated processor structures, such as superscalar
and out-of-order execution units, multi-level caches, and
branch predictors. These processor structures have, in
turn, led to a large increase in the performance poten-
tial of software, but at the same time there is a widening
gap between the performance of efficient software and the
performance of inefficient software, primarily due to the
increasing disparity of accessing different processor re-
sources (e.g., registers vs. caches vs. memory). Server
and system-intensive workloads, which are of particular
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different operating systems offer a variety of different ser-
vices, the basic underlying system call mechanism has
been common on all commercial multiprocessed operat-
ing systems for decades. System call invocation typically
involves writing arguments to appropriate registers and
then issuing a special machine instruction that raises a
synchronous exception, immediately yielding user-mode
execution to a kernel-mode exception handler. Two im-
portant properties of the traditional system call design are
that: (1) a processor exception is used to communicate
with the kernel, and (2) a synchronous execution model is
enforced, as the application expects the completion of the
system call before resuming user-mode execution. Both of
these effects result in performance inefficiencies on mod-
ern processors.

The increasing number of available transistors on a chip
(Moore’s Law) has, over the years, led to increasingly
sophisticated processor structures, such as superscalar
and out-of-order execution units, multi-level caches, and
branch predictors. These processor structures have, in
turn, led to a large increase in the performance poten-
tial of software, but at the same time there is a widening
gap between the performance of efficient software and the
performance of inefficient software, primarily due to the
increasing disparity of accessing different processor re-
sources (e.g., registers vs. caches vs. memory). Server
and system-intensive workloads, which are of particular

Soares & Stumm, OSDI 2010
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IoT services are I/O and 
network-oriented

• A piece of sensor data has to cross 
the user-kernel boundary twice!!!
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IoT OS Wishlist

• C => Safe language 

• No reliance on hardware isolation 

• Runtime enforcement => Static enforcement
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Linux has a 
maintainability problem
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Too big too complex for innovation 
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Highly modularized but entangled 
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Modules contain submodules 
Modules hold states for each other

Fate sharing 
Live update almost impossible
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• When one software entity’s state undergoes a lasting change 
as a result of handling an interaction with another entity. 

• Migration, fault isolation, 
fault tolerance, live update, 
hot-swapping, 
maintainability…..

Kevin Boos, et al. A Characterization of State Spill in Modern Operating Systems. EuroSys, 2017.

State spill is ubiquitous and deep
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State spill explained

 50
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Solution in Data center 
Leverage redundancy 

Add layers of indirection
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Redundancy is a luxury out 
of Data Center
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Either bring the service 
down
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Reboot a powerplug?
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Or never updated
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Getting older and disappearing

https://blog.bitergia.com/2013/02/01/demographics-of-linux-kernel-developers-how-old-are-they/



Voyager 2: 40 years after launch, 20 Billion km away
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IoT OS Wishlist

• C => Safe language 

• No reliance on hardware isolation 

• Runtime enforcement => Early enforcement 

• Modularization => Spill free modularization
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“Let’s retire Linux/C”
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“Why? Linux/C must be 
good since it has taken 

over the world”
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QWERTY phenomenon
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Ken Thompson and Dennis Ritchie 
DEC PDP-11, 16 bit, 1970-ish 64
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Designed at a time when computer was simpler and 
more expensive by orders of magnitude
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Humans were relatively cheap; Let developers 
manage memory and concurrency
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“Unix and C are the 
ultimate computer virus”

Richard Gabriel in The Rise of ``Worse is Better’'
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Getting older and disappearing

https://blog.bitergia.com/2013/02/01/demographics-of-linux-kernel-developers-how-old-are-they/

Maybe this is good news!



Science makes progress funeral by funeral 

“A new scientific truth does not triumph by convincing its 
opponents and making them see the light, but rather because 
its opponents eventually die, and a new generation grows up 
that is familiar with it.”                          ———   Max Planck
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Then what?
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IoT OS Wishlist

• C => Safe language 

• No reliance on hardware isolation 

• Runtime enforcement => Early enforcement 

• Modularization => Spill free modularization
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Theseus: a runtime 
composable OS
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 Ship of Theseus
The ship wherein Theseus and the youth of 
Athens returned from Crete had thirty oars, 
and was preserved by the Athenians down 
even to the time of Demetrius Phalereus, 
for they took away the old planks as they 
decayed, putting in new and stronger 
timber in their places, in so much that this 
ship became a standing example among 
the philosophers, for the logical question 
of things that grow;  

one side holding that the ship 
remained the same, and the other 
contending that it was not the same. 

    — Plutarch (Theseus)
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1. Rise up to the language 
opportunity

• Safe languages have been tried in the past 

• Modula-2, Oberon, Erlang, C#, Java, Go, ….

 75

None took off due to underlying runtime or garbage 
collection requirement



Rust 
born 2010 at Mozilla Research to develop a new web engine

• NO RUNTIME, NO GARBAGE COLLECTION!!! 

• Memory (and type) safe 

• Concurrency safe 

• Performance close to C 

• Strong type systems for static enforcement of 
correctness
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2. No reliance on hardware 
isolation

• Hardware isolation is expensive and difficult to 
verify, incurs runtime overhead



End-to-end argument
“Functions placed at low levels of a system may 
be redundant or of little value when compared 

with the cost of providing them at that low level.”  

“

Saltzer, Reed & Clark 1984
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2. No reliance on hardware 
isolation

• Hardware should focus on performance and 
efficiency 

• Software (the end) enforces isolation

Tock (SOSP’17) shows software isolation is achievable on low-cost micro controller WITHOUT MMU
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Linux/C{Strong, novel type systems

3. Earlier enforcement of correctness 
Rust opens the door



3. Earlier enforcement of correctness 
Rust opens the door

• Trust the compiler/type system 

• Run all software in the same privilege mode 

• Disappearing OS/kernel
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Run  
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mortem

Time of enforcement

Inspired by Hunt & Larus (2004)

Linux/C{Theseus/Rust{If Linux/C is airport security check 
Theseus/Rust is TSA Pre



4. Spill free modularization
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Building Modules in Isolation
• Each module is a separate Rust crate 

• Compiled into individual binaries, isolated into private 
“namespaces”
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4. Spill free modularization
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Implementing the OS like a distributed system 
of tiny modules

Theseus is “a bag of modules”



Open questions
• Performance optimization 

• Spill freedom can incur 3X slowdown 

• Do more at Compile time? 

• Can Type System do more? (State spill as 
session types) 

• Design for formal verification
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IoT OS Wishlist

• C => Safe language 

• No reliance on hardware isolation 

• Runtime enforcement => Early enforcement 

• Modularization => Spill free modularization
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(Competent) C programmers 
are slowly getting rarer
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(Competent) C programmers 
are slowly getting rarer
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